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Abstract—Several aspects of library usage in C++ are explored.
A framework is proposed for analyzing the C++ code base of
Linux distributions that employ the DNF package manager, such
as Fedora Linux and Red Hat Enterprise Linux. This framework
is used in conjunction with a C++ source-code analysis tool
(developed by the authors) to study library usage with a fine level
of granularity, considering instances of uses of types, type aliases,
member/nonmember functions, variables, and enumerators. The
effectiveness of our proposed framework and C++ analysis tool is
demonstrated by applying them to the C++ code base of Fedora
Linux 37. Using this approach, we were able to analyze library
usage in the C++ source code of over 2300 software packages.
Numerous observations are made about various aspects of library
usage that can facilitate improved teaching of C++, allow more
effective design/implementation of C++ libraries, and help to
direct the future evolution of the C++ standard.

Index Terms—C++, library usage, source-code analysis, Fedora
Linux, DNF package manager, Clang

I. INTRODUCTION

The C++ programming language [1] is of critical importance
in many application areas, and forms the basis for much
of the software infrastructure that runs our world today.
For this reason, having a good understanding of how C++
is used, including both the language itself as well as the
libraries and tooling used in the C++ ecosystem, is extremely
important. Such an understanding can help to guide the future
evolution of the C++ standard, facilitate the development of
better libraries and tooling, and lead to improved software-
development practices, amongst other things. One way to
gain significant insights into C++ usage is through the static
analysis of C++ source code.

Performing static analysis of C++ source code over large
collections of arbitrary software packages is extremely chal-
lenging. The semantics of a C++ source file depend on the
compiler flags used to compile that source file as well as
any included header files, many of which belong to software
dependencies of the package (i.e., external libraries). This
implies that static analysis requires knowledge of how a
package is built, what its (external) dependencies are, and
how those dependencies can be installed. Determining this
information is extremely difficult in practice, however, since
C++ has no standardized build system and no standardized
method for identifying software dependencies.
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Due to the above complexities, much less work has been
done analyzing the use of C++ over large diverse code bases,
relative to the case of some other programming languages.
When C++ is considered, compromises are often made in order
to deal with such complexities. For example, some studies of
C++ usage limit themselves to a relatively smaller number
of software packages (from one to a few dozen), such as in
the cases of [2], [3], [4]. Other studies elect not to fully parse
C++ source code, and instead only perform fuzzy (i.e., partial)
parsing or resort to using regular expressions in order to extract
basic information about the source code [5]. Unfortunately, not
fully parsing C++ source code can often yield analysis results
that are very inaccurate [6]. Since C++ code typically makes
extensive use of libraries (including the C++ standard library),
understanding library usage in the context of C++ is quite
important. Unfortunately, the amount of work that has been
done in this area to date is somewhat limited. Much of the
work considers only a relatively smaller number of software
packages, from several to approximately 100 or so [3], [4], [7].
Moreover, many aspects of library use still remain unexplored.

In this paper, we address the issue of library usage in C++.
We propose a framework for analyzing the C++ code base of
Linux distributions that employ the Dandified YUM (DNF)
package manager [8], such as Fedora Linux [9] and Red Hat
Enterprise Linux. This framework is then used in conjunction
with a Clang-based C++ source-code analysis tool that we
developed to study library usage in the (relatively large)
C++ code base of Fedora Linux 37. Our analysis considers
library usage at the granularity of uses of types, type aliases,
member/nonmember functions, variables, and enumerators.
The objective of this analysis is to identify patterns/trends
in library usage. Our analysis tool, which utilizes the Clang
libraries [10], performs full parsing of the C++ source files
being processed.

The remainder of this paper is organized as follows. Sec-
tion II provides some background information necessary for
understanding our work. Section III introduces the proposed
framework for analyzing the C++ code base, and Section IV
describes the library-usage analysis tool that we employed in
this framework. Sections V and VI present results obtained by
applying our framework to the C++ code base in Fedora Linux
37 and examining the library usage information obtained in so
doing. Finally, Section VII concludes with a summary of our
work.



II. BACKGROUND

Before proceeding further, we provide a very brief intro-
duction to software packaging in Fedora Linux. In Fedora
Linux, software is distributed in units known as packages,
where each package is a collection of related programs and/or
data (such as the Mozilla Firefox web browser or Python
interpreter). Packages are distributed as archive files in the
RPM format [11]. RPM archives also contain metadata for a
package, such as version/release information as well as a list
of the other packages upon which the package depends (i.e.,
package dependencies). Each (binary) package is typically
built from a corresponding source package, where the source
package contains a recipe for preparing the package’s source
code and then building (i.e., compiling) it. The rpmbuild
program can be used to build a (binary) package from the
source code in its corresponding source package. To allow
RPM packages to be distributed more easily, they are made
available through Internet servers that provide collections
of packages known as repositories. To interact with these
repositories (e.g., to download and install a package), Fedora
Linux employs the Dandified YUM (DNF) package manager.

III. FRAMEWORK FOR C++ SOURCE-CODE ANALYSIS

Now, we introduce our proposed framework for analyzing
the C++ code base of Fedora Linux. In general terms, this
framework first identifies the source packages that contain C++
source code, and then processes each of these source packages
independently. To identify source packages that contain C++
source code, we rely on the fact that such source packages
must have a dependence on one of the packages in Fedora
Linux that contains a C++ compiler, namely, gcc—c++ or
clang. Since the clang package contains both C and C++
compilers, some source packages may depend on the clang
package solely for its C (but not C++) compiler. So, in order
to ensure that we cover all of the source packages that contain
compiled C++ source code, we select all of the source pack-
ages that either: 1) indicate a dependency on the gcc—c++
package; or 2) indicate a dependency on the clang package
and is also identified by the Cloc tool [12] as containing at
least one C++ source file. Since a source package can falsely
indicate a dependency on another package (i.e., claim that
it has a dependence on another package when, in fact, it
does not), the above approach to selecting source packages
can select some packages that do not contain any compiled
C++ source code. This, however, is not problematic as we
can simply ignore any such packages as they are encountered
during the processing of individual packages. With the above
said, we now turn our attention to how each of the selected
source packages is processed.

Each package is processed in a containerized environment
using the Podman software [13]. Performing the processing
in a container has a number of benefits: 1) it allows more
control over the exact state of the system when a package
is being processed, which leads to better reproducibility and
greater reliability (e.g., fewer package conflicts); and 2) it

offers greater protection against any potentially malicious code
in the code base being processed.

Before the C++ source-code analysis can be performed,
we first need to: 1) determine all of the C++ source files
in the package as well as the compiler options that would
be used to compile each source file; 2) ensure the avail-
ability of any header/source files that would be generated
when building the package; and 3) ensure the availability of
any header files external to the package that are included
(directly/indirectly) by one or more C++ source files in the
package. Knowledge of compiler options is necessary since
such options (e.g., language dialect and preprocessor options)
can affect the semantics of C++ source code. To meet the first
two prerequisites (from above), we (fully) build the package
and, in the process of so doing, record which source files
are compiled as well as the compiler options used to compile
each file. More specifically, this is accomplished with the
help of the Build EAR (bear) program [14]. The bear
program provides a wrapper around software-build commands
that records each source file compiled along with the compiler
options used, and then saves all of this information in a
Clang-style compilation database [15]. The information in
the compilation database can then later be used by a static-
analysis tool in order to identify all of the C++ source files
in the package. To meet the third prerequisite (from above),
we ensure that all software dependencies of the package are
installed prior to performing source-code analysis.

With the above in mind, the processing of a package consists
of the following four steps (in order):

1) Prebuild. The prebuild step obtains the (source) package to
be analyzed from a repository using DNF, extracts the source
code for the package, and installs any software dependencies.
2) Build. The build step builds the package by using the bear
program as a wrapper to invoke the rpmbuild program
(which actually builds the package). This produces a compi-
lation database that identifies all of the source files compiled
and their associated compiler options.

3) Postbuild. The postbuild step determines which files/direc-
tories are needed for static analysis and removes unnecessary
files (such as object files and executable programs) in order
to reduce disk storage requirements.

4) Analysis. In the analysis step, the user-specified static-
analysis tool is run for each C++ source file listed in the
compilation database generated in step 2. For each source file
processed, the results of the static-analysis tool are written to
one or more data files. Since the static analysis of C++ source
code tends to be very computationally expensive, multiple
instances of the analysis tool are run in parallel, with each
processing a different source file. This is accomplished using
a special software tool that we developed as part of our work.

The ability to run jobs in parallel in step 4 is extremely
important in order to reduce processing time. For example,
using all of the cores of a 16-core 64-bit x86 machine with
192 GiB of RAM, our processing infrastructure needed about
15 days of processing time to collect the raw data for this



paper, with the vast majority of this time being taken by the
static-analysis tool. If only a single core were to be utilized
(with a single machine), the processing time required would
likely be well over 6 months.

In passing, it is worth noting that the above framework
does have one important limitation, namely, that it can only
process C++ source code that is actually compiled as part of
a package’s build process. Some packages may not compile
all of their C++ source code, due to parts of the code being
associated with optional software components that are not built
(e.g., a test suite) or header files that are not used by the
package itself (e.g., in the case of a header-only library).

IV. C++ SOURCE-CODE ANALYSIS TOOL

The particular static-analysis tool that we employed in our
source-code analysis framework (introduced earlier) was de-
signed specifically to study library usage in C++ source code.
In particular, we developed a Clang-based tool that extracts
information about the use of various kinds of entities declared
in libraries, such as types and functions. Our tool takes one
or more C++ source files listed in a compilation database (as
produced by our framework) as input to be analyzed. A source
file and its directly/indirectly included header files are then
each classified as being either: 1) user code: code that belongs
to the package being analyzed; or 2) library code: code that
is external to the package being analyzed (i.e., header files
for an external library). This classification is performed based
on the pathname of each source/header file. Based on this
classification, our tool identifies each location in user code that
references an entity (such as a type or function) that is declared
in library code. We deem each such reference to be a use of
a library. The kinds of library usages identified by our tool,
include: 1) type use: e.g., user code that declares a type alias,
variable, function parameter, or data member with a library
type; 2) type-alias use: e.g., user code that employs a library
type alias; 3) function/method/constructor use: e.g., user code
that invokes a library function/method/constructor or takes the
address of a library function/method; 4) variable use: e.g., user
code that references a library variable; and 5) enumerator use:
e.g., user code that employs a library enumerator. For each
library use, our tool records detailed information, including:
the kind of entity being used (e.g., member function), the
source location (i.e., the pathname of the source/header file
and the line and column number in that file) where the entity
is referenced in user code, the source location where the entity
is declared in library code, and detailed information about the
declared entity (e.g., identifier name, declaration context, and
type/template information). All of this information is output
in JSON format and saved for later analysis.

V. RESULTS OF APPLYING FRAMEWORK

Using our proposed framework with our static-analysis tool
for examining library usage, we processed the C++ code
base in Fedora Linux 37. This Fedora Linux release contains
approximately 23030 source packages. Of these packages,
2980 were selected (using the approach described earlier)

TABLE I
PACKAGE PROCESSING OUTCOMES

[ Outcome [[ # of Packages | % of Packages |
prebuild failed 17 0.57
build completed but failed 196 6.58
build failed due to hanging 31 1.04
postbuild failed 11 0.37
[0%,50%) analysis success 84 2.82
[50%, 100%) analysis success || 372 12.48
100% analysis success 2269 76.14
total 2980 100

as potential candidates for containing C++ source code that
is actually compiled when the package is built. Using our
framework, we processed all of these packages. In the case
of each package, we classified the processing outcome into
one of several mutually-exclusive categories indicating the
degree of success. A summary of these outcomes is shown
in Table I. From these results, we can see that our framework
is highly effective, successfully processing the vast majority
of the C++ source files in the packages. In particular, 76.14%
of the packages had all of their C++ source files processed
without error and 88.62% of the packages had the majority
of their C++ source files processed without error. The most
significant source of failures was the build step. Although the
bear program is extremely useful, it unfortunately suffers
from a number of bugs. For approximately 7.62% of the
packages, bugs in bear resulted in: 1) the build terminating
with an error, due to bear causing the underlying build
commands to behave incorrectly and consequently fail; or
2) the build hanging, due to bear hanging. In the analysis
step, most failures tended to result from incompatibilities
between the C++ compiler provided by the Clang libraries and
the C++ compiler used to build a package (e.g., differences in
supported options, precompiled header formats, and strictness
in enforcing language rules). In a very small fraction of
cases (i.e., 0.57%), the prebuild step failed due mainly to
missing/conflicting packages.

For each processed package for which at least one C++
source file was successfully analyzed, we computed the total
number of lines of code in the package’s compiled C++
source files and the package’s header files (included by those
source files) and counted the number of these files. (Note
that, throughout this paper, when measuring the number of
lines of code for a source file, we count the total number
of lines in the file, which includes any comments and blank
lines.) In total (i.e., across the entire code base), we were
able to successfully process a total of 398065762 lines of
code from 339786 C++ source files and 416439 header files.
The distribution of the sizes of the packages in terms of lines
of code is shown in Table II. (Note that the notation [x,y)
denotes the half-open interval from z to y, including x but
not including y.) From these results, we can see that it is most
common for packages to fall in the range of [10000, 100000)
lines of C++ code. A very small fraction of packages (i.e.,
0.54%) have less than 100 lines of C++ code. Typically, this



TABLE II
DISTRIBUTION OF PROCESSED SOURCE-CODE SIZE FOR PACKAGES WITH
AT LEAST ONE SUCCESSFULLY ANALYZED C++ SOURCE FILE

Lines of Code

[[ # of Packages | % of Packages

[T, 10) 7 0.29
(10, 100) 6 0.25
[100, 1000) 201 8.45
(1000, 10000) 645 27.11
(10000, 100000) 1018 4279
(100000, 1000000) 448 18.83
(1000000, 10000000) 49 2.06
[10000000, 100000000) 5 0.21

is due to the package being written primarily in a language
other than C++ or being largely a header-only C++ library with
very little compiled C++ code. Some of the largest packages
(in terms of C++ code) correspond to compilers, language-
support libraries, game engines, database-related software, and
GUI libraries.

VI. LIBRARY-USAGE RESULTS

After having collected raw data on library usage using our
proposed framework in conjunction with our static-analysis
tool, we performed a detailed analysis of this data. This led
to numerous interesting observations about various aspects of
library usage in the code base under study. In this section, we
present a subset of these results.

For much of our results, we need to quantify how frequently
certain items (e.g., types, functions, or variables) from a library
are referenced in user code (i.e., the code for a package). So,
before proceeding further, we introduce some key measures
that we employ in order to quantify the degree to which a
particular library item is used. For a given package, we define
the occurrences per line of code (OPLOC) f of a particular
library item in that package as f = ¢/s, where c is the number
of instances of the item being used in the user source code
that is processed for the package and s is the total number
of lines of code in the C++ source files and user header files
encountered during the processing of the package, where a
header file is counted at most once (even if included in more
than one place in the source code). For a particular library
item, we define the average OPLOC of this item across the
entire code base as the arithmetic mean of the OPLOC values
for the item taken across all packages.

TOP-LEVEL NAMESPACES. To gain some insight into
how frequently entities from different libraries are referenced
in source code, we took all of the library uses identified
by our static-analysis tool and grouped them by the top-
level namespace to which they belong. Excluding the global
namespace, the two most frequently referenced namespaces,
along with three others for comparison, are listed in Table III.
Examining Table III, we can see (not surprisingly) that the
std namespace (associated with the C++ standard library)
is most frequently referenced. The approximately 12% of
packages that do not use the std namespace are typically
very small packages that are not written primarily in C++
and contain very little C++ code. The second most referenced

TABLE 1II
TOP-LEVEL NAMESPACES OF USED LIBRARY ITEMS
Rank of
Name Average OPLOC | Average OPLOC | % of Packages
std 2.349 - 10T 1 87.22
boost 1.168 - 102 2 11.85
folly 1.768 - 103 12 0.34
absl 6.585 - 10~° 90 0.17
Poco 4.874-10~8 571 0.04

namespace is boost, which is associated with the well-known
Boost libraries. Some other well-known general-purpose C++
libraries such as Folly, Abseil, and Poco are referenced from
source code much less frequently than Boost. The high fre-
quency of Boost usage suggests that incorporating some of the
functionality provided by the Boost libraries (but not the C++
standard library) into the C++ standard library would likely
be highly beneficial.

CONTAINERS. The C++ standard library provides a number
of container and container-adapter types (e.g., vector, map,
and stack). For each of the 13 templated sequence/asso-
ciative container types and 3 container-adapter types in the
C++17 standard, we identified the locations in the source
code where these types were referenced (e.g., a use of the
type itself, its constructors/methods, and so on) and then
calculated the frequency of these references in the source
code and per package. The results obtained for container types
and container-adapter types are given in Tables IV and V,
respectively.

Examining the results for container types in Table IV,
we can see that vector is the most frequently used con-
tainer type by a large margin, followed next by the map
and array container types. It is often recommended, as a
good programming practice, that the use of the (templated)
array type be preferred over the use of built-in array types.
The fact that array did not rank better than third most
used, however, suggests that this practice is frequently not
followed. Consequently, it would likely be beneficial to raise
awareness of the benefits of the array type amongst C++
developers. For associative containers, the ordered variant of a
container (e.g., map) is consistently more frequently used than
its unordered variant (e.g., unordered_map). Similarly, the
unique-key variant of a container (e.g., map) is consistently
more frequently used than the corresponding non-unique-key
(i.e., “multi”) variant of a container (e.g., multimap).
Knowing which container types are most frequently used is
potentially helpful to guide the selection of new container
types in future versions of the C++ standard.

Examining the results for container-adapter types in Ta-
ble V, we can see that stack is most used, followed by
queue and then priority_queue. In terms of OPLOC,
queue and priority_gueue are used about 3.5 and 12.1
times less frequently than the most frequently used type
stack.

ALGORITHMS. Since the C++ standard library
(C++17 §28.2) provides several dozen generic algorithms



TABLE IV
USE OF CONTAINER TYPES FROM THE C++ STANDARD LIBRARY

[ Name [[ Average OPLOC [ % of Packages |
vector 3.1710 - 102 64.40
map 5.7424 - 1073 4750
array 3.4969 - 10—3 17.44
list 2.4311-1073 32.37
set 1.5134-10~3 32.32
unordered_map 1.0557 - 103 17.15
deque 5.5410 - 10—4 17.78
unordered_set 2.6161 - 10—4 10.76
multimap 2.0197-10—4 12.69
forward_list 4.1251-107° 2.44
unordered_multimap 4.0495-10~5 3.19
multiset 2.8591 -107° 3.83
unordered_multiset 2.5892 - 10~6 0.59

TABLE V

USE OF CONTAINER-ADAPTER TYPES FROM THE C++ STANDARD LIBRARY

[ Name [[ Average OPLOC [ % of Packages |
stack 2.7678 10— % 13.91
queue 7.7549 - 10~° 12.19
priority_queue 2.2835-107° 5.88

associated with the algorithm header, we decided to study
their usage. We measured the frequency of use of each of
these algorithms at the source-code and package levels. The
ten most frequently and ten least frequently used algorithms
are listed in Tables VI(a) and (b). From Table VI(a), we can
clearly see that min and max are by far the most frequently
used algorithms, both in terms of frequency of occurrence at
the source code level (i.e., OPLOC) and package level. The
copy, sort, transform, find, and £ind_if algorithms
are the next most frequently occurring in source code and are
also used by a relatively high fraction of packages (i.e., over
20%). From Table VI(b), we can see that sample is the least
frequently used algorithm, with a frequency of occurrence in
source code (i.e., OPLOC) that is a factor of approximately
10000 times less than the most frequently used algorithm
min. The fact that sample is so rarely used may be partially
due to the fact that it was only added in C++17.
BOUNDS-CHECKING WHEN INDEXING. C++ is some-
times criticized for not performing bounds checking by default
for all potentially-unsafe indexing operations on containers,
such as std: :vector, with the provision for an opt-out for
performance reasons. Due to this philosophy towards bounds
checking, the consequences of out-of-bounds accesses can be
more serious in C++ (i.e., undefined behavior) relative to
languages that have well-defined semantics for out-of-bounds
accesses. This motivated us to consider bounds checking for
some container/view types in the C++ standard library. In
the case of the vector, deque, basic_string, array,
and basic_string_view container/view types, two dif-
ferent interfaces for indexing are provided: 1) the subscripting
operator, which does not perform bounds checking and has
undefined behavior if an out-of-bounds access occurs; and
2) the at method, which performs bounds checking and

TABLE VI
USE OF ALGORITHMS FROM THE C++ STANDARD LIBRARY. (A) MOST
FREQUENTLY USED. (B) LEAST FREQUENTLY USED.

(a)

[ Name [[ Average OPLOC [ % of Packages |
min 7.274-107% 40.31
max 6.001-10~4 37.24
copy 1.749 -10—% 22.36
sort 1.161-10% 34.59
transform 9.191-107° 20.39
find 9.031-107° 29.80
find_if 7.494 -10° 20.47
equal 5.124 -107° 10.51
f£ill 4.815-10~° 12.90
for_each 3.409 -10~° 12.15

(b)

[ Name [[ Average OPLOC [ % of Packages |
replace_copy_1if 4.718 10738 0.13
partial_sort_copy 3.148 -10~8 0.38
remove_copy 8.864 - 10~? 0.25
rotate_copy 5.984 - 107° 0.08
partition_copy 5.659 - 10~° 0.21
search_n 3.975-107° 0.04
is_sorted_until 3.975-107° 0.04
replace_copy 2.237-107° 0.08
is_partitioned 1.987-10° 0.04
sample 9.562 - 1010 0.04

TABLE VII

FRACTION OF PACKAGES THAT PERFORM CONTAINER/VIEW INDEXING
ONLY USING THE SUBSCRIPTING OPERATOR (NOT THE at METHOD)

[ Container/View [[ % of Packages |
array 86.80
basic_string 74.57
deque 77.20
vector 63.01
basic_string_view 85.42

has well-defined behavior for an out-of-bounds access (i.e.,
throws an exception). For each of the five container/view types
under consideration, we first identified all of the packages that
perform one or more indexing operations on that type, and
then we measured the fraction of the packages that only use
the (non-bounds-checked) subscripting operator. The results
obtained are as shown in Table VII. From these results, it is
evident that the majority (i.e., approximately 63% to 87%)
of packages that perform indexing operations use only the
interfaces that do not perform bounds checking. While there
is nothing wrong with not performing bounds checking in
bug-free code, most code is not bug free. Therefore, it is
worth considering whether a philosophy of performing bounds
checking by default (with the provision of an opt-out for
performance reasons) should be adopted in C++.

SMART POINTERS. In C++, smart-pointer types provide
a means to greatly reduce a number of kinds of common
memory-related bugs, such as memory leaks and dangling
pointers. Consequently, the use of smart pointers is considered
best practice in C++ code. With this in mind, we examined
the use of smart-pointer types from the C++ standard library
(e.g., unique_ptr, shared_ptr, and weak_ptr) and



TABLE VIIL
FRACTION OF PACKAGES USING SMART POINTER TYPES FROM THE C++
STANDARD LIBRARY AND/OR BOOST LIBRARIES

[ Use Smart Pointers From [[ % of Packages |
38.55

40.56

C++ standard library
C++ standard library and/or Boost

the Boost libraries (e.g., scoped_ptr, scoped_array,
shared_ptr, weak_ptr, intrusive_ptr, and
local_shared_ptr). For all of the packages in the code
base under consideration, we measured how many of the
packages made some use of these smart-pointer types. The
results obtained are shown in Table VIII. From the table,
we can see that only 38.55% of packages were found to be
using smart-pointers types from the C++ standard library,
with this number only increasing to 40.56% if we consider
smart-pointer types from the C++ standard library and the
Boost libraries collectively. This result is potentially a sign
for concern, since this suggests that many packages may
not be utilizing smart pointers. While some packages may
implement their own custom smart-pointer types, it seems
likely that a significant number of packages are not using
smart-pointer types at all. This suggests that C++ developers
need to be better educated about the advantages of using
smart pointers.

In addition to the above, we also observed that 4.04% of
packages used the std: :auto_ptr type, which was marked
as deprecated in C++11 and removed from the C++ standard
in C++17. While this utilization of auto_ptr is quite low,
the fact that it is used at all is still somewhat disconcerting,
given that it was removed from the C++ standard due to its
significant shortcomings. This demonstrates that C++ code
bases can be very slow to adopt to changes in the C++ standard
by eliminating the use of deprecated/removed features.

TUPLE SIZE. Another aspect of library usage that we con-
sidered was the number of elements used in the construction
of the std: :tuple type. All invocations of constructors for
the tuple type in user code as well as invocations of the
factory function std: :make_tuple were identified. Then,
the number of tuple elements was extracted. The distribution
of the number of tuple elements is shown in Table IX. As can
be seen from these results, the vast majority of uses of tuple
employ a relatively small number of tuple elements. In over
99% of the cases, the number of tuple elements is less than
8. The largest number of tuple elements observed was 81.
Knowing the distribution of tuple elements can help imple-
menters of the tuple class to know how much they should
be concerned about handling large tuple sizes efficiently. It
is quite likely that much more efficient implementations of
tuple will be possible in the future C++26 standard, due to
the new pack-indexing language feature recently added to the
C++26 working draft.

VII. CONCLUSIONS

In this paper, we have proposed a framework for analyzing
the C++ code base of a DNF-based Linux distribution, such

TABLE IX
DISTRIBUTION OF CONSTRUCTED TUPLE SIZES

[ Tuple Size [ Count [ Fraction (%)

0 17610 3.46
1 79562 15.62
2 200486 39.36
3 139613 27.41
4 61970 12.17
[5,8) 8985 1.76
8, 16) 1119 0.22
(16, 32) 42 0.01
[32,64) 4 below 0.01
[64,128) 1 below 0.01

as Fedora Linux or Red Hat Enterprise Linux, and we have
presented a static-analysis tool for examining library usage
in C++ source code. Our proposed framework in conjunction
with our static-analysis tool was shown to be highly effective
for analyzing the C++ code base of Fedora Linux 37. Through
the analysis of the raw data produced by our tool, we were
able to gain some important insights into various aspects of
library usage in C++. These insights can benefit the many
people with an interest in C++ by facilitating better education
of C++ developers, offering guidance to C++ library design-
ers/implementers, and allowing more informed decisions to
be made regarding the future evolution of the C++ standard
(including the C++ standard library).
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